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Abstract— We address a co-design of a controller and the un-
derlying communication network in cloud-based cyber-physical
systems. When communication occurs over shared resources,
delays often arise that may have destabilizing effects on the
closed-loop system. In order to ensure an optimal control
design in the presence of such delays, not only is it useful to
have a delay-aware controller but a method by which optimal
assignment of delays can be imposed on the communication
network links. In this paper, we propose a delay-aware stable
feedback controller that judiciously accommodates the most
recent state information and a machine learning (ML) based
method for determining the optimal delay assignment. This ML
method consists of an offline training of a neural network whose
inputs are a set of selected delays and outputs are relevant
performance-optimizing metrics. The resulting neural network
is shown to be capable of learning the optimal delay assign-
ment to the various links in the communication network and
therefore yielding optimal performance. The proposed method
is validated using a power system case study of an IEEE 68-
bus, and shown to result in a notable performance improvement
where in 88% of the cases a near-optimal performance can be
realized.

I. INTRODUCTION

As an inevitable part of Industry 4.0, in the last decade, we
have been witnessing a steadily growing number of complex
and large-scale cyber-physical systems (CPSs) due to fast
advances in sensing, communication, and computation tech-
nologies. Examples of such fast-growing CPSs are Intelligent
Transportation Systems and the Smart Power Grid [1].

In cloud-based CPSs, a physical system is controlled
through a network of clouds where time delays occur due
to routing, scheduling, and queuing as well as computation
and propagation as data packets travel a distance. The high
cost of renting out communication links may require that
control data be communicated over (i) shared resources with
other ongoing applications and (ii) a reduced number of
links yielding a sparse communication network. This in turn
can result in data packets experiencing latencies leading to
destabilizing effects on the performance of the closed-loop
CPS. This necessitates efforts in designing feedback control
that is delay-aware. A common approach used is a stabilizing
controller assuming no delay and to use the corresponding
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delay margin to accommodate latencies [2]. An alternate
approach has been suggested in [3], [4] where nominal infor-
mation about the delay is directly incorporated, and is shown
to result in advantageous performance, especially in power
grids that need to be managed by sparse communication
networks.

An additional advantage of such delay-aware designs is
that they can help leverage advances in software-defined
networks (SDNs). SDNs are flexible and dynamically pro-
grammable so that network specifications can be utilized
to obtain delay values that lead to the desired closed-loop
performance [5]. Through combining SDNs with delay-
aware control designs, our aim is to realize an online
methodology that enables a quick reconfiguration of the
communication network after any disturbance event, as a
result of the co-design with the controller. The goal of this
paper is to accomplish such a co-design of the controller and
communication network.

The starting point for our co-design is a delay-aware
controller that has been proposed in [3], [4], which shows
that for a given set of delays that corresponds to the laten-
cies experienced by control messages in the communication
links, a linear-quadratic regulator (LQR) controller can be
designed, leading to a near-optimal closed-loop performance
with a minimal number of links. In this paper, we add a
machine learning block to this control-design to determine
an optimal delay-assignment to the communication links.
We propose that the underlying neural network is trained
to determine the optimal delays associated with these links.
Once these delays are determined, one can design a suitable
SDN that realizes these delays, which together with the
delay-aware controller leads to an optimally designed cloud-
based CPS.

Neural networks have proved useful in many fields, typi-
cally in pattern recognition problems [6]–[8]. They have also
been explored in the context of identification and control
[9]–[11]. A common role of these neural networks is the
approximation of a function between an input and an output
by training the weights of a neural network so that the
loss of the predicted output is minimized. The function of
interest in this paper is the mapping between a set of delay
values and a set of communication links that results in the
optimal performance. Each delay assignment to links can
be interpreted as a permutation of a given set of delay
values, and the goal is to find the optimal permutation, i.e. to
carry out a combinatorial optimization task. In the literature,
neural networks have been used for this purpose, ex. for the
Traveling Salesman Problem [12], [13]. The goal is to train



a neural network with a set of delay values as the input and
the corresponding optimal permutation as the output. As will
be shown in Section IV, that after successful training such a
neural network method generates a near-optimal performance
in 88% of the cases.

The remainder of this paper is organized as follows.
In Section II, we introduce cloud-based CPSs, show the
delay-aware design, and then state the optimization problem.
Section III describes the learning approach for the delay
assignment problem where we will elaborate on the data
generation, the training of the neural network, and give
a comprehensible example. In Section IV, we verify our
method on a suitable example of power system control with
simulation studies on wide-area damping control for the New
York-New England IEEE 68-bus prototype power system
model.

II. STATEMENT OF THE PROBLEM

In this section, we describe the cloud-based CPS of interest
which introduces delays in the underlying problem, a delay-
aware controller, and the specific problem of optimizing
closed-loop performance through delay assignments that we
propose a solution for using machine learning.

A. Cloud-based CPSs

The problem that we address is the control of a large
physical system with multiple inputs whose design is to
be carried out using several sensor measurements that are
communicated through a large cyber network. As seen from
a typical schematic of such a cloud-based CPS, shown in
Fig. 1, the data from the physical plant Pi is sent to its

Fig. 1. Scheme of networked CPS with 3 plants, where the physical
couplings, measurements, actuation signals, and VM-links are illustrated
with red, black, green, and blue arrows, respectively.

corresponding virtual machine (VM) in the cloud. The VMs
then communicate with each other in a spatially distributed
network, and ultimately send a control input into Pi.

B. The Delay-Aware Controller

The problem is to control a physical system

ẋ(t) = Acx(t) +Bcu(t) (1)
y(t) = Cx(t), (2)

where x(t) ∈ RNx is the vector of the state variables,
u ∈ RNu is the input vector, and n is the number of physical
plants, or equivalently the number of VMs, in our setting.
It is assumed that all states are measurable, but that the
information about the state x(t) is available at the input
through a matrix of delays given by

T =


τ11 τ12 . . . τ1n
τ21 τ22 . . . τ2n

...
...

. . .
...

τn1 τn2 . . . τnn

 , (3)

where τij is the delay experienced by VM i in receiving a
message from VM j. These delays are due to a combina-
tion of computation and propagation, as a message travels
a distance, and communication latencies due to routing,
scheduling, and queuing in shared resources. The delay
matrix T is symmetric as we assume delay τij to be the same
as delay τji, i.e. τij = τji

1. Furthermore, there are small,
untunable self-delays that are mainly due to computation.
Therefore, we set diagonal entries of the delay matrix to a
constant τii = τs.

The delay-aware controller proposed in this paper is based
on [14], where as soon as a new information becomes
available to VM i, a new control input is computed and
sent to the corresponding physical plant Pi. Also, when no
new information has arrived yet, the most recent computed
input is held. Fig. 2 shows an example of 3 message arrivals
and prompt control input updates during a sampling interval.
The delay-aware controller proposed in this paper is based

Fig. 2. Scheme of ANCS design, shown for n = 3 on sampling interval
for signals arriving at VM 1 where τij < h.

on [14], where the first step in the design is the discretization
of (1) in a delay-aware manner, which leads to

x[k + 1] = Ax[k] +B1U [k] +B2U [k − 1], (4)

where the matrices B1 and B2 have the following structures

B1 =
[
B1

11 · · ·B1
g(1)1 · · ·B

n
11 · · ·Bng(n)1

]
B2 =

[
0 · · ·B1

g(1)2 · · · 0 · · ·B
i
g(i)2 · · · 0 · · ·B

n
g(n)2

]
,

and the control inputs U are structured accordingly

U =
[
u11 · · ·u1g(1) · · ·ui1 · · ·uig(i) · · ·un1 · · ·ung(n)

]T
,

1This assumption was made for the sake of simplicity; in real internet
applications τij 6= τji. Our results can be applied to that case as well.



in which each Bijp are found by piecewise integration

Bij1 =

{∫ h−τij
0

eAcsdsBic if j = g(i)∫ h−τij
h−τi(j+1)

eAcsdsBic else
(5a)

Big(i)2 =

∫ h

h−τi1
eAcsdsBic. (5b)

Here, i is the index of the VM, j the index of the incoming
information in the order of arrival, and g(i) is the number of
distinct delays of the links to VM i. The index p indicates
reference to B1 or B2 and Bic is the i-th column vector
of Bc. As it is seen in Eq. 5, both matrices B1 and B2

are functions of the delay matrix T as they appear in the
integration bounds.

To determine the delay-aware controller, Eq. (4) is rewrit-
ten after defining the variable W [k] =

[
x[k] U [k − 1]

]T
,

which yields

W [k] =

[
A B2

0 0

]
W [k] +

[
B1

I

]
U [k] (6)

= AhW [k] +BhU [k]

and control input

U [k] = Kx[k] +GU [k − 1], (7)

where K and G are control gains2.
The approach in [14] proceeds to use an LQR controller

to obtain the gains. Thus we plug the state measurements
and the control inputs into a quadratic cost function

J =

∞∑
k=1

x[k]TQx[k] + U [k]TRU [k] (8)

with weight matrices Q � 0 and R � 0. It should be noted
that K and G include two types of structural sparsity, the
first is communication sparsity, i.e. to accommodate the fact
that not all VMs are connected due to high prices of renting
communication links. Communication sparsity is determined
using the underlying participation factors with a sparsity-
parameter µ [3], [4], [15]. The second type of sparsity, that
we refer to as virtual sparsity, is due to the multiple-message
arrival of new information about states in a given interval,
and sparsity is used to zero out messages that are yet to
arrive. The accommodation of these sparsity constraints is
carried out using an iterative algorithm [16]. The resulting
sparse controller is then shown to be globally stable for
almost any choice of delays, summarized in the following
theorem3.

Theorem 1: If (Ac, Bc) in (1) is stabilizable, then there
exists a delay-aware controller (7) with sparse K and G for
which the closed-loop system given by (4) and (7) is stable
with almost any choice of T.

2In Fig. 2 and Eqs. (6) and (7) we assume that all delays are smaller
than the sampling time τij ∈ [0, h] which is not the case in reality. In our
simulations, we consider longer delays, as well. For space consideration,
we omit to state Eqs. (6) and (7) in their general form and refer to [3].

3We use the term almost to clarify that there are certain values of choices
in T for those the closed-loop system becomes unstable. The reader can
refer to Lemma 1 and Theorem 1 in [4] for more details.

C. Optimization Problem
For the control design above we assume that the delay

matrix T is given, based on which the corresponding stable
delay-aware controller is determined. In this section, we
address the problem of optimal delay assignment. The first
step is to determine the delays we assign to the links in the
network, that lead to an optimal closed-loop performance.
Once we found the performance-optimizing delays, we im-
pose them onto the system using SDNs. Noting that each
entry in T is due to a combination of propagation delays,
computation delays, and communication delays, and that
the first two may be either small or fixed, we focus on
the third component and propose that it be varied using an
SDN. Such a variation may be accomplished through various
delay control mechanisms that are commonly in SDNs such
as dynamic bandwidth allocation, or optimizing the routing
paths of messages to avoid congested routes, etc. [5].

More formally, the problem addressed is the following.
Noting that the quadratic cost function of the delay-aware
controller (8), that serves as a measure of the closed-loop
performance, is a function of T, the goal is to minimize it
and find

T∗ = argmin
T

J(T) (9)

subject to the aforementioned sparsity constraint. Here, we
only focus on the cost-dependency on T, and keep other
system variables Ac, Bc, Q, and R constant. The problem
in (9) is nontrivial as there is no closed-form formulation of
the mapping of T to the cost J and we have no knowledge
of good initial values of T. The function J is non-convex
and non-smooth and it contains various complex computa-
tions, including the determination of sparsity patterns and an
iterative method that solves the Discrete Algebraic Riccati
Equation (DARE) in each iteration. We therefore propose
a sub-optimal approach to solve (9) and for this purpose,
introduce the following additional constraints:

1) We assume a constant bandwidth in the overall com-
munication network. That is

q∑
j=1

1

τj
= c, (10)

where c is a constant, q is the number of links in
the sparse communication network, and τj denotes the
delay of link j. Unlike (3), instead of using τij to
characterize T, we use τj .

2) We select the delay values for τj from a Gamma
distribution which denotes a typical distribution of
delays in an internet [17], and assume that

τj − τmin ∈ Γ(α, β), (11)

where τmin is a known lower bound on the delays in
T, and the parameters α and β determine the shape and
inverse scale, given by α

β = E[X] and α
β2 = V ar[X].

With these additional constraints (10) and (11), and the
optimization goal as in (9), we proceed to state a more
tractable optimization problem and propose an ML-based
solution in the next section.



III. LEARNING APPROACH TO DELAY ASSIGNMENT

In this section, we solve the optimization problem (9) with
an ML approach. We reformulate the problem as one of
combinatorial optimization in Section III-A, generate input-
output data using a brute force algorithm in Section III-B,
which is also used to benchmark the ML result, describe the
underlying neural network in Section III-C, and illustrate the
overall approach using an example in Section III-D.

A. A Combinatorial Optimization Problem

Through the introduction of constraint (11), we transform
(9) into a combinatorial optimization problem. By drawing
values from a Gamma distribution we form a set of delays
that we assign to the links in the network in all possible
ways. Each delay assignment can then be interpreted as a
permutation of the delay values in the set, and the optimiza-
tion is carried out over all possible permutations. A possible
solution to this optimization problem is simply a brute force
procedure, which is described below. We will compare our
proposed ML method to this brute force procedure in the
simulation studies. We also use the brute force method in
order to collect the training, validation, and testing data for
the ML approach.

B. Brute Force Solution

A brute force solution for the combinatorial optimization
problem is described in Algorithm 1.

Algorithm 1 Brute force method
1: for i = 1 : Nsamples do
2: Draw a sample si = {τ1, · · · , τj , · · · , τq} from

Γ(α, β) and scale τj such that Σ 1
τj

= c
3: For every permutation k of the elements of si, k =

1, · · · , q! assemble Tk, and determine the correspond-
ing J ik.

4: Pick the minimum J ik∗ and corresponding k∗i
5: Form the desired input-output representation {si, k∗i }
6: end for

In Algorithm 1, a permutation k of the discrete values
si = {τ1, · · · , τj , · · · , τq} has all the necessary information
to form the matrix Tk and the total number of permutations
is q!. For each permutation k, we then compute the corre-
sponding J ik. The one that yields the minimum cost J ik∗ ,
hence, is the optimum. However, this brute force algorithm
scales with q!. The more links in the graph, the longer the
exhaustive search. Therefore, the brute force algorithm is
not feasible for real time delay tuning. To overcome this
drawback, we suggest to train a neural network to find the
optimal delay assignment.

C. Neural Network Design

We train a multi-layer perceptron [6] from the input-output
data {si, k∗i } generated using the brute force method. Neural
networks (NNs) have layers of neurons that are connected
through weights. The weighted and summed up data is
plugged into activation functions in each layer that introduce

the nonlinearities [6]. Training of a NN is done in two
steps, forward propagation and backward propagation, that
are repeated until convergence. After random initialization
of the weights, the training data is fed through the neural
network to calculate a prediction and the corresponding loss.
During backpropagation, the weights are updated according
to the chosen optimizer that minimizes the loss, ex. stochastic
gradient descent. A standard procedure that is often utilized
is to split the training data up into batches. This way the
weights are updated more than once per epoch. In one epoch
the entire dataset is passed forward and backward through
the neural network once. Before each epoch, the training data
is randomly shuffled.

In order to assess the performance of the NN, we propose
a measure, acc, defined as follows:

acc =
1

Ntest

Ntest∑
i=1

acci, (12)

where

acci =

{
1 if J i(k̂i) < J imin + 0.1(J imax − J imin)

0 else

and Ntest is the number of test samples. The minimum
cost J imin of sample i is the lowest cost out of the costs
for all possible permutations and respectively, the maximum
cost J imax of sample i is the highest cost. The reason for
choosing the performance measure of the NN as in (12) is
because the underlying problem considered here is one of
classification, where the classification is intended to identify
all permutations of si that result in a performance that is
within 10% of the minimum of all J ik, k = 1, . . . , q!.

An important feature that was included in the training
as well the assessment of the neural network is the non-
uniqueness of what is viewed as a successful classification.
As the NN is supposed to accept all permutations that yield
a performance within 10% of the minimum, it implies that
instead of using a one-hot encoding formulation for labeling
target outputs [18], we use m non-zero entries with a value
of 1

m , where m is the number of non-unique sub-optima that
are acceptable. For example, if there are two permutations
with costs within the 10% minimum occurring for the first
and last permutation, we change the entry from [1 · · · 0] to
[0.5 · · · 0.5].

D. Example
To demonstrate the concept of delay assignments and the

brute force method, we give a small-scale example where
the number of links is set to 3 (q = 3). For every sample we
draw the delays from a Gamma distribution

{τ1, τ2, τ3} ∈ Γ(α, β).

For an example mapping permutation k =
[
3 1 2

]
the

permutation vector and the equivalent matrix Tk look as
follows: [

τ3 τ1 τ2
]
⇐⇒

τs τ3 τ1
τ3 τs τ2
τ1 τ2 τs





1

2 3

1 : τ3 2 : τ1

3 : τ2

Fig. 3. Graph with q = 3, where delays are assigned to the labeled links
equivalent to the matrix T

Fig. 3 shows the equivalent graph. We label the links in
the graph with numbers 1, 2, 3. The first entry of the vector
is assigned to link 1, the second entry is assigned to link 2,
and the third entry is assigned to link 3 in the graph.

Fig. 4. Brute force method for q = 3 with delays {τ1, τ2, τ3} as input
and optimal permutation k∗ as output

To find the optimal delay assignment, we have to try out
all 3! = 6 existing permutations, form Tk and calculate
all corresponding costs. As schematically shown in Fig.
4, we then compare all costs and find the permutation
corresponding to the lowest cost. Together they build one
input-output pair si = {τ1, τ2, τ3}, k∗.

Fig. 5. Neural Network for q = 3 with delays {τ1, τ2, τ3} as input and
optimal permutation k∗ as output

For training of a NN we repeat this procedure multiple
times to create a sufficient number of samples. After training,
the NN replaces the brute force procedure, as shown in Fig.
5.

IV. SIMULATION STUDIES

In this section, we introduce a control problem related
to wide-area oscillations in power systems [19]. We apply
a delay-aware controller as in (7) and the ML approach
described in Section III-C to power system control for wide-
area oscillation damping and present results from simulations
performed on the New England-New York IEEE-68 bus
power system.

The IEEE-68 bus model consists of 16 generators in 5
different areas and has 7 state variables each. The states
are the generator phase, frequency, transient stator voltage,
field excitation voltage, and 3 Power System Stabilizer (PSS)
states. The power system model is linearized about the
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Fig. 6. The VM network builds the cyber layer with 16 VMs and 5 areas.
20 communication links are kept and delays of 6 out of the 20 are varied, 3
inter-area links and 3 intra-area links shown in orange and blue, respectively.

operating point and the chosen initial conditions denote
perturbations to the system. The initial conditions are chosen
at random, but otherwise fixed for the generation of all data
samples. Since there are 16 generators, i.e. equivalently 16
VMs in the cloud the all-to-all communication graph consists
of
(
16
2

)
=120 links. After communication sparsity and virtual

sparsity, as explained in Section II, are imposed this number
reduces to q = 20, as shown in Fig. 6 [3], [4].

Noting that 20! = 2.43 · 1018, which is still formidably
large, the corresponding sparsity parameter µ (see [3] for
details) is changed from µ = 0.125 to µ = 0.11, leading to
q = 6. These links are shown in Fig. 6 in blue (for intra-
area links) and orange (for inter-area links). With q = 6, we
proceed to discuss the choice of delays and the corresponding
delay assignments. Inter-area delays are typically larger than
intra-area delays. For that reason we draw their values from
Gamma distributions with different parameters shown in
Fig. 7. The intra-area parameters are α1 = 2, β1 = 100
and τmin = 20ms and the inter-area parameters are α1 =
1.5, β1 = 100 and τmin = 50ms. Distinguishing between
inter-area and intra-area links has another advantage. The
number of permutations is significantly cut as only intra-
area delays are assigned to intra-area links in all possible
ways and inter-area delays to inter-area links. This leaves us
with only 3! ·3! = 36 permutations4 out of 6! = 720. For the
remaining 14 links in the network, we randomly draw delays
from the Gamma distributions and they remain the same for
all samples. Self-delays are fixed to τii = 3.33ms and the
sampling time is h = 33.3ms.

For training of the NN we use Keras, a neural network
library written in Python [18]. The used loss function is the
built-in categorical cross entropy. The following hyperparam-
eters were selected: By trial and error, ReLu was chosen as

4A number of 36 permutations suffices for a proof of concept. The
methodology remains the same for higher numbers.
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Fig. 7. Gamma Distributions for intra-area and inter-area delays

our activation function, nadam [20] as the optimizer and a
deep neural network with 2 hidden layers of 150 neurons
each is picked. Furthermore, a batch size of 32 and a number
of 4,000 epochs were chosen. For the training of the NN with
6 nodes in the input layer, we generated 30,000 samples with
the brute force method. To accelerate the data generation, we
parallelized the code and ran it on the MIT super computer
[21], where the program is split between up to 64 processors.

Fig. 8 shows the accuracy as defined in (12) over the
epochs in a semi-logarithmic plot. As expected, the accuracy
of the training data is higher than the validation accuracy,
but both have an increasing trend. On unseen test data we
reach an accuracy of 88% in comparison to the brute force
method. This can be interpreted as follows: 88% of the test
data leads to the upper 10% of the minimum of the closed-
loop performance range by the neural network.
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Fig. 8. Accuracy over training epochs for training and validation data

V. SUMMARY AND FUTURE WORKS

We addressed a co-design of a controller and the under-
lying communication network in cloud-based cyber-physical
systems. Communication links are shared with other ongoing
applications which gives rise to delays that degrade the
system’s performance. Based on a delay-aware control design
modeling input changes as new state information arrives,
we studied a Machine Learning approach that we use for
delay assignments with the objective of optimizing closed-
loop performance. The proposed method is a neural network
whose inputs are a set of delays and outputs the assignment
permutation that yields optimal closed-loop performance. We
validated our method on wide-area osciallation damping in

power system control, on the IEEE-68 bus system where we
successfully trained a neural network that notably improves
the closed-loop performance in 88% of the cases. In future
works, we plan to add a more detailed SDN model to
the system, apply the delay assignment tool to other CPS
applications and intend to benchmark our approach using
neural networks and other learning-based tools.

VI. ACKNOWLEDGMENTS

The authors gratefully acknowledge support from Sebas-
tian Baumann and Prof. Dr.-Ing. Uwe Klingauf (both at
Technische Universität, Darmstadt).

REFERENCES

[1] D. C. Tarraf, Control of Cyber-Physical Systems. Springer, 2013.
[2] H. Wu, H. Ni, and G. T. Heydt, “The impact of time delay on robust

control design in power systems,” in Proc. IEEE Power Engineering
Society Winter Meeting, vol. 2. IEEE, 2002, pp. 1511–1516.

[3] S. M. Dibaji, A. Annaswamy, A. Chakrabortty, and A. Hussain,
“Sparse and distributed control of wide-area power systems with large
communication delays,” in Proc. American Control Conference, 2018,
pp. 3822–3827.

[4] ——, “Delay-aware wide-area control of power systems over
sparse communications with analytical guarantees,” 2018. [Online].
Available: https://dspace.mit.edu/handle/1721.1/113352

[5] H. Ni, M. Rahouti, A. Chakrabortty, K. Xiong, and Y. Xin, “A
distributed cloud-based wide-area controller with sdn-enabled delay
optimization,” in Proc. IEEE Power & Energy Society General Meet-
ing, pp. 1–5.

[6] S. Haykin, Neural Networks. Prentice hall New York, 1994, vol. 2.
[7] J. Schmidhuber, “Deep learning in neural networks: An overview,”

Neural networks, vol. 61, pp. 85–117, 2015.
[8] W. Liu, Z. Wang, X. Liu, N. Zeng, Y. Liu, and F. E. Alsaadi, “A

survey of deep neural network architectures and their applications,”
Neurocomputing, vol. 234, pp. 11–26, 2017.

[9] K. S. Narendra and K. Parthasarathy, “Identification and control of
dynamical systems using neural networks,” IEEE Transactions on
neural networks, vol. 1, no. 1, pp. 4–27, 1990.

[10] R. M. Sanner and J.-J. Slotine, “Gaussian networks for direct adaptive
control,” IEEE Transactions on Neural Networks, vol. 3, no. 6, pp.
837–863, 1992.

[11] P. P. Khargonekar and M. A. Dahleh, “Advancing systems and control
research in the era of ML and AI,” Annual Reviews in Control, 2018.

[12] K. A. Smith, “Neural networks for combinatorial optimization: a
review of more than a decade of research,” INFORMS Journal on
Computing, vol. 11, no. 1, pp. 15–34, 1999.

[13] J. J. Hopfield and D. W. Tank, “Neural computation of decisions in
optimization problems,” Biological Cybernetics, vol. 52, no. 3, pp.
141–152, 1985.

[14] A. M. Annaswamy, D. Soudbakhsh, R. Schneider, D. Goswami, and
S. Chakraborty, “Arbitrated network control systems: A co-design of
control and platform for cyber-physical systems,” in Control of Cyber-
Physical Systems. Springer, 2013, pp. 339–356.

[15] P. W. Sauer and M. Pai, Power System Dynamics and Stability.
Prentice Hall, 1998.

[16] J. Geromel, A. Yamakami, and V. Armentano, “Structural constrained
controllers for discrete-time linear systems,” Journal of Optimization
Theory and Applications, vol. 61, no. 1, pp. 73–94, 1989.

[17] G. Hooghiemstra and P. Van Mieghem, “Delay distributions on fixed
internet paths,” Tech. Rep., 2001.

[18] F. Chollet et al., “Keras,” https://keras.io, 2015.
[19] A. Chakrabortty and P. P. Khargonekar, “Introduction to wide-area

control of power systems,” in Proc. American Control Conference,
2013, pp. 6758–6770.

[20] T. Dozat, “Incorporating nesterov momentum into adam,” in Proc. 4th
International Conference on Learning Representations, 2016.

[21] MIT Supercloud. [Online]. Available: https://supercloud.mit.edu/


